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One of the biggest barriers impeding broader adoption of cloud computing 
is security—the real and perceived risks of providing, accessing and control 
services in multitenant cloud environments. IT managers need higher levels 
of assurance that their cloud-based services and data are adequately protected 
as these architectures bypass or reduce the efficacy and efficiency of traditional 
security tools and frameworks. The ease with which services are migrated and 
deployed in a cloud environment brings significant benefits, but they are a 
bane from a compliance and security perspective. IT managers are looking for 
greater assurances of end-to-end service level integrity for these cloud-based 
services. This article explores challenges in deploying and managing services in 
a cloud infrastructure from a security perspective, and as an example, discusses 
work that Intel is doing with partners and the software vendor ecosystem to 
enable a security enhanced platform and solutions with security anchored and 
rooted in hardware and firmware to increase visibility and control in the cloud.

Introduction
The cloud computing approach applies the pooling of an on-demand, self-
managed virtual infrastructure, consumed as a service. This approach abstracts 
applications from the complexity of the underlying infrastructure, which allows 
IT to focus on the enabling of business value and innovation. In terms of cost 
savings and business flexibility, this presents a boon to organizations. But IT 
practitioners unanimously cite security, control, and IT compliance as primary 
issues that slow the adoption of cloud computing. These results often denote 
general concerns about privacy, trust, change management, configuration 
management, access controls, auditing, and logging. Many customers also 
have specific security requirements that mandate control over data location, 
isolation, and integrity that typically use legacy solutions that rely on fixed 
hardware infrastructures.[27]

Under the current state of cloud computing, the means to verify a service’s 
compliance with most of the aforementioned security challenges and 
requirements are labor-intensive, inconsistent, nonscalable, or just not 
possible. For this reason, many corporations only deploy less critical 
applications in the public cloud and restrict sensitive applications to 
dedicated hardware and traditional IT architectures.[28] For business-
critical applications and processes and sensitive data, however, third-party 
attestations of security controls usually aren’t enough. In such cases, it is 
absolutely critical for organizations to be able to verify for themselves that 
the underlying cloud infrastructure is secure enough for the intended use.[29] 
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This requirement drives the next frontier of cloud security and compliance: 
building a level of transparency at the bottom-most layers of the cloud by 
developing the standards, instrumentation, tools, and linkages to monitor 
and prove that the IaaS clouds’ physical and virtual servers are actually 
performing as they should and meet defined security criteria. Today, security 
mechanisms in the lower stack layers (for example, hardware, firmware, and 
hypervisors) are almost absent. 

Cloud providers and the IT community are working earnestly to address 
these requirements, enabling cloud services to be deployed and managed 
with confidence, with controls and policies in place to monitor trust and 
compliance of these services in cloud infrastructures. Specifically, Intel 
Corporation and other technology companies have come together to enable 
a cloud infrastructure that is highly secure and based on a hardware root 
of trust, which provides tamper proof measurements of key physical and 
virtual components in the computing stack, including the hypervisors. These 
organizations are collaborating to develop a framework to integrate the secure 
hardware measurements provided by the hardware root of trust into adjoining 
virtualization and cloud management software. The intent is to improve 
visibility, control, and compliance for cloud services. For example, having 
visibility into the trust and integrity of cloud servers allows cloud orchestrators 
to provide improved controls on onboarding services for their more sensitive 
workloads—offering more secure hardware and subsequently better controlling 
the migration of workloads and meeting security policies.

We will discuss how cloud providers and organizations can use the hardware 
root of trust as the basis for deploying secure and trusted services. In particular, 
we’ll cover Intel® Trusted Execution Technology (Intel TXT) and the Trusted 
Compute Pool usage models, and envision the necessary ecosystem for 
implementing them.

Security in the Cloud
Security is a key barrier to the broader adoption of cloud computing. The 
real and perceived risks of providing, accessing and controlling services in 
multitenant cloud environments can slow or preclude the migration to 
services by IT organizations. In a non-virtualized environment, the separation 
provided by physical infrastructure is assumed to provide a level of protection 
for applications and data. In the cloud, this traditional physical isolation 
between applications no longer exists. Cloud infrastructure is multi-tenant, 
with multiple applications utilizing a shared common physical infrastructure. 
This provides the benefit of much more efficient resource utilization. However, 
because the physical barriers between applications have been eliminated, it 
is important to establish compensating security controls to minimize the 
potential for malware to spread through the cloud. This section covers the 
security challenges in the cloud, and provides a set of requirements that have to 
be addressed for cloud security.
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Cloud Concepts
Cloud computing moves us away from the traditional model where 
organizations dedicate computing power (and devices) to a particular 
business application, to a flexible model for computing where users access 
applications and data in shared environments.[3] Cloud computing is a model 
for enabling ubiquitous, on-demand network access to a shared pool of 
convenient and configurable computing resources (such as networks servers, 
storage, applications, and services). Considered a disruptive technology, cloud 
computing has the potential to enhance collaboration, agility, efficiency, 
scaling, and availability; it provides the opportunity for cost reduction through 
optimized and efficient computing. 

Many definitions attempt to address cloud computing from the perspective of 
different roles—academicians, architects, engineers, developers, managers, and 
consumers. For this article we’ll focus on the perspective of IT network and 
security professionals; more specifically, for the security architects at service 
providers and enterprises in their quest to provide a more transparent and 
secure platform for cloud services.

The National Institute of Standards and Technology (NIST) defines cloud 
computing through five essential characteristics, three cloud service models, 
and four cloud deployment models.[14][30] They are summarized in visual form 
in Figure 1.

Cloud service delivery is divided among three archetypal models and various 
derivative combinations. The three fundamental classifications are often 
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Figure 1: nIST cloud computing dimensions[14]

(Source: nIST Special publication 800-53, “recommended Security Controls for 
Federal Information Systems and organizations,” revision3, 2010)
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referred to as the SPI Model, where SPI refers to Software, Platform, or 
Infrastructure (as a Service), respectively defined thus[5]: 

 • Software as a Service (SaaS) -  The capability where applications are hosted 
and delivered online via a web browser offering traditional desktop 
functionality, such as Google Docs, Gmail, and MySAP.

 • Platform as a Service (PaaS) - The capability provided to the consumer 
is to deploy onto the cloud infrastructure consumer-created or acquired 
applications developed using programming languages and tools supported 
by the provider. The consumer does not manage or control the underlying 
cloud infrastructure including network, servers, operating systems, or 
storage, but has control over the deployed applications and possibly 
application hosting environment configurations.

 • Infrastructure as a Service (IaaS) - The capability where a set of virtualized 
computing resource, such as compute and storage and network are hosted 
in the cloud; customers deploy and run their own software stacks to obtain 
services. The consumer does not manage or control the base, underlying 
cloud infrastructure but has control over operating systems, storage, 
deployed applications, and possibly limited control of select networking 
components (such as host firewalls).

In support of these service models and the NISTs deployment models (public, 
private, and hybrid), many efforts are centered around the development 
of both open and proprietary APIs that seek to enable things such as 
management, security, and interoperability for cloud computing. Some of 
these efforts include the Open Cloud Computing Interface Working Group, 
Amazon EC2 API, VMware’s DMTF-submitted vCloud API, Sun’s Open 
Cloud API, Rackspace API, and GoGrid’s API, to name just a few. Open, 
standard APIs will play a key role in cloud portability, federation, and 
interoperability as well as common container formats such as the DMTF’s 
Open Virtualization Format (OVF).[5]

The architectural mindset used when designing solutions has clear implications 
on the future flexibility, security, and mobility of the resultant solution, as well 
as its collaborative capabilities. As a rule of thumb, perimeterized solutions are 
less effective than de-perimeterized solutions in each of the four areas. Careful 
consideration should also be given to the choice between proprietary and open 
solutions for similar reasons.

The NIST definition emphasizes the flexibility and convenience of the 
cloud, which allows customers to take advantage of computing resources and 
applications that they do not own for advancing their strategic objectives. 
It also emphasizes the supporting technological infrastructure, considered 
an element of the IT supply chain that can be managed to respond to new 
capacity and technological service demands without the need to acquire or 
expand in-house complex infrastructures.

Understanding the dependencies and relationships between the cloud 
computing deployment and service models is critical to understanding 
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cloud security risks and controls. With PaaS and SaaS built on top of IaaS, 
as described in the NIST model (above)[14] inherited capabilities introduce 
security issues and risks. In all cloud models the risk profile for data and 
security changes, and is an essential factor in deciding which models are 
appropriate for an organization. The speed of adoption depends on how 
security and trust in the new cloud models can be established.

Cloud Security, Trust, and Assurance
There is a significant amount of focus and activity across various standards 
organizations and forums to define the challenges, issues, and a solution 
framework to address these drivers. The Cloud Security Alliance, NIST, and 
the Open Cloud Computing Interface (OCCI), are examples of organizations 
promoting cloud security standards. Following are the key drivers for cloud 
security[17][12]:

 • Visibility, compliance, and monitoring: providing seamless access to the 
security controls, conditions, and operating states within the cloud’s 
virtualization and hardware layers for auditability and at the bottom-most 
infrastructure layers of the cloud security providers. The measured evidence 
would enable organizations to comply with security policies and with 
regulated data standards and controls such as FISMA and DPA.[13]

 • Data discovery and protection: cloud computing places data in new and 
different places—not just user data, but also the application and VM data 
(source). Key issues include data location and segregation, data footprints, 
backup, and recovery.

 • Architecture: standardized infrastructure and applications lead to more 
opportunity to exploit a single vulnerability many times—the BORE 
(Break Once, Run Everywhere) principle. Considerations for the 
architecture include: 1) Protection; how do you protect against attacks with 
standardized infrastructure when the same vulnerability can exist at many 
places, due to the standardization? 2) Multitenant environment; how do 
you ensure that systems and applications are appropriately and sufficiently 
isolated? 3) Security policies; how do you ensure that security policies are 
accurately and fully implemented across cloud architectures?

 • Identity management: identity management (IdM) is described as the 
management of individual identities, their authentication, authorization, 
roles, and privileges/permissions within or across system and enterprise 
boundaries with the goal of increasing security and productivity while 
decreasing cost, downtime, and repetitive tasks.[25] From a cloud security 
perspective, questions like, “how do you control passwords and access 
tokens in the cloud?” and “how do you federate identity in the cloud?” 
are very real and thorny questions for cloud providers and subscribers to 
address.

 • Automation and policy orchestration: the efficiency, scale, flexibility, 
and cost-effectiveness that cloud computing brings is because of the 
automation; the ability to rapidly deploy resources, scale up and scale 



Intel® Technology Journal | Volume 16, Issue 4, 2012

Service Security and Compliance in the Cloud   |   41

down with processes, applications, and services provisioned securely 
“on-demand.” A high degree of automation and policy evaluation and 
orchestration are required so that security controls and protections are 
handled correctly with very minimal scope of errors and with minimal 
intervention.

This article focuses on the first set of security drivers–visibility, compliance, 
and monitoring. Before we delve into these, we should start with a baseline 
definition of some key security concepts. These terms will form the foundation 
of what visibility, compliance and monitoring would entail. Let us start with 
baseline definitions for the terms security, trust, and assurance[23]:

 • Security. Concerns the confidentiality, availability and integrity of data or 
information. Security also includes authentication and nonrepudiation.

 • Trust. Revolves around the assurance and confidence that people, data, 
entities, information or processes will function or behave in expected 
ways. Trust may be human to human, machine to machine (for example, 
handshake protocols negotiated with in certain protocols), human to 
machine (for example, when a consumer reviews a digital signature advisory 
notice on a Web site), or machine to human. At a deeper level, trust 
might be regarded as a consequence of progress towards security or privacy 
objectives.

 • Assurance. Provides the evidence or grounds for confidence that the security 
controls implemented within an information system are effective in their 
application. Assurance can be obtained by: 1) actions taken by developers, 
implementers, and operators in the specification, design, development, 
implementation, operation, and maintenance of security controls; 2) 
actions taken by security control assessors to determine the extent to 
which the controls are implemented correctly, operating as intended, 
and producing the desired outcome with respect to meeting the security 
requirements for the system.

While the cloud provides organizations with a more efficient, flexible, 
convenient, and cost-effective alternative to owning and operating their own 
servers, storage, networks, and software, it also erases many of the traditional, 
physical boundaries and controls that help define and protect an organization’s 
data assets. Physical servers are replaced by virtual ones. Perimeters are 
established not by firewalls alone but also by highly mobile virtual machines. 
As virtualization proliferates throughout the data center, the IT manager 
can no longer point to a specific physical node as being the home to any one 
critical process or data, because virtual machines (VMs) move around to satisfy 
policies for high availability or resource allocation. Public cloud resources 
usually host multiple tenants concurrently, increasing the need for isolated and 
trusted compute infrastructure as a compensating control. However, mitigating 
risk becomes more complex as the cloud introduces ever expanding, transient 
chains of custody for sensitive data and applications. Regulatory compliance 
for certain types of data would similarly become increasingly difficult to 
enforce in such models.
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For this reason, the vast majority of data and applications handled by 
clouds today isn’t business critical and has lower security requirements and 
expectations, tacitly imposing a limit on value delivered. Most organizations 
are already leasing computing capacity from an outside data center to host 
noncritical workloads such as Web sites or corporate e-mail. Some gone a 
small step further and have outsourced business functions such as sales force 
management to providers in the cloud. If their workloads were compromised 
or the business processes became unavailable for a short period of time, the 
organization might be highly inconvenienced, but the consequences would 
probably not be disastrous.

Higher-value business data and processes, however, have been slower to 
move into the cloud. These business-critical functions—for example, the 
cash management system for a bank or patient records management within a 
hospital—are usually run instead on in-house IT systems to ensure maximum 
control over the confidentiality, integrity, and availability of those processes 
and data. Although some organizations are using Cloud for higher value 
information and business processes, they’re still reluctant to outsource the 
underlying IT systems, because of concerns about their ability to enforce 
security strategies and to use familiar security controls in proving compliance.

Security and Compliance Challenges
The four basic security and compliance challenges to organizations are:

 • Governance. Cloud computing typically increases an organization’s 
reliance on the cloud providers’ logs, reports, and attestations in proving 
compliance. When companies outsource parts of their IT infrastructure 
to cloud providers, they effectively give up some control over their 
information infrastructure and processes, even as they are required to 
bear greater responsibility for data confidentiality and compliance. While 
enterprises still get to define how information is handled, who gets 
access to that information, and under what conditions in their private 
or hybrid clouds, they must largely take cloud providers at their word 
or their SLA that security policies and conditions are indeed being met 
and may be forced to compromise to a capability that the provider can 
deliver. The organization’s ability to monitor actual activities and verify 
security conditions within the cloud is usually very limited and there are 
no standards or commercial tools to validate conformance to policies and 
SLAs.[4][12]

 • Co-Tenancy and Noisy or Adversarial Neighbors. Cloud computing 
introduces new risk resulting from co-residency, which is when different 
users within a cloud share the same physical requirement to run their 
virtual machines. Creating secure partitions between co-resident VMs 
has proven challenging for many cloud providers, ranging from the 
unintentional, “noisy-neighbor” (a workload that consumes more than its 
fair share of compute, storage or I/O resources, therefore “starving” other 
virtual tenants on that host), to the deliberately malicious; such as when 
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malware is injected into the virtualization layer, enabling hostile parties 
to monitor and control any of the VMs residing on a system. Researchers 
at UCSD and MIT were able to pinpoint the physical server used by 
programs running on the EC2 cloud and then extract small amounts 
of data from these programs, by placing their own software there and 
launching a side-channel attack.[4][20]

 • Architecture and Applications. Cloud services are typically virtualized, which 
adds a hypervisor layer to the traditional IT services stack. This new layer 
in the service stack introduces opportunities for improving security and 
compliance, but also creates new attack surfaces and potential exposure to 
risks. Organizations must evaluate the new monitoring opportunities and 
the risks presented by the hypervisor layer and account for them in policy 
definition and compliance reporting.[4][20]

 • Data. Cloud services raise access and protection issues for user data and 
applications, including source code. Who has access, and what is left 
behind when you scale down a service? How do you protect data from the 
virtual infrastructure administrators and cloud co-tenants? Encryption 
of data—at rest, in transit, and eventually in use—would become a basic 
requirement. But encryption comes with a performance cost. If we truly 
want to encrypt everywhere, how do we do it cost effectively and efficiently? 
Finally, one area that is least discussed is “data destruction.” There are 
clear regulations on how long data has to be saved (after which it has to be 
destroyed) and how to handle data disposal. Examples of these regulations 
include the Sarbanes-Oxley Act (SOX), Section 802 (7 years)[22], HIPAA, 
45 C.F.R. § 164.530(j) (6 years)[17], and FACTA Disposal Rule.[8]

Given that most organizations are using cloud services today for applications 
that are not mission critical or are of low value, security and compliances 
challenges seem manageable—but this is a policy of avoidance. These services 
don’t deal with data and applications that are governed by strict information 
security policies such as health regulations, FISMA regulations, and the Data 
Protection Act in Europe. The security and compliance challenges mentioned 
above would become central to cloud providers and subscribers once these 
higher-value business functions and data begin migrating to private cloud and 
hybrid clouds, creating very strong requirements for cloud security to provide 
and prove compliance. Industry pundits believe that cloud value proposition 
will increasingly drive the migration of these higher-value applications and 
information and business processes to cloud infrastructures. And as more and 
more sensitive data and business-critical processes move to cloud environments, 
the implications for security officers in organizations would be very wide-
ranging to provide a transparent and deep compliance and monitoring 
framework for information security.

Cloud Service Security Requirements
This section addresses the key Security requirements as they pertain to 
launching Services in a Cloud Infrastructure.
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Trust in the Cloud
One of the pillars of security in the cloud is trust.[12] A trusted computing 
system will consistently behave in expected ways, and hardware and software 
will enforce these behaviors. Trusted computing uses cryptographic and 
measurement techniques to help enforce a selected behavior because it 
authenticates the launch and authorized processes. This authentication allows 
someone to verify that only authorized code runs on a system. This typically 
covers initial booting and may also cover applications and scripts. Usually, the 
establishment of trust of a particular component implies the ability to establish 
the trust for that component with respect to other trusted components. This 
trust path is known as the chain of trust, with the first component known 
as the root of trust.[4][9] It is implied that the root of trust be a trusted set of 
functions that are immune from physical and other attacks. Since an important 
requirement for trust is to be tamper-proof, cryptography or some immutable 
unique signature that identifies a component is used. For example: the 
hardware platform is usually a good proxy for a root of trust, since for most 
attackers the risk and difficulty of tampering directly with hardware exceeds the 
potential benefits. With the use of hardware as the initial root of trust, one can 
then measure software (such as hypervisor or operating system) to determine 
whether unauthorized modifications have been made to it. In this way, a chain 
of trust relative to the hardware can be established.

Trust techniques include hardware encryption, signing, machine 
authentication, secure key storage, and attestation.[9][6] Encryption and signing 
are well-known techniques, but these are hardened by the placement of keys in 
protected hardware storage. Machine authentication provides a user a higher 
level of assurance, as the machine is indicated as known and authenticated. 
Attestation provides a means for a third party (also called trusted third 
party) to affirm that firmware and software that are loaded are correct, true, 
or genuine. This is particularly important to cloud architectures based on 
virtualization. 

Cloud Governance, Risk, and Compliance 
Centralized controls and the specialized expertise of cloud services providers will 
enable security technologies for the computing infrastructure to be deployed 
far faster and more efficiently in cloud environments than if those same 
technologies were deployed in traditional enterprise IT environments. In fact, 
we believe by the end of this year, cloud providers will be able to introduce the 
first IaaS clouds built on measured trust environments. These new, more secure 
clouds will give organizations more flexible, affordable and efficient alternatives 
for shifting high-value business processes and data into private clouds.

Although not every organization will need the high security afforded by a 
trusted computing environment, every organization using cloud services could 
benefit from the vastly improved control and transparency that a measured 
chain of trust enables. Simply being able to verify conditions in the cloud 
services stack down through the hypervisor is a huge step forward in providing 
visibility into actual states and activities within the cloud and in better 
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regulating how cloud resources are managed. Internal and private clouds built 
on a measured chain of trust will: 

 • Strengthen an organization’s ability to enforce differentiated policies in 
private clouds.

 • Enhance monitoring for compliance at all layers within the cloud. 

 • Streamline the auditing process.

 • Allow for more flexible usage and billing for secure computing resources.

Hardware Root of Trust: Building Security from  
the Ground Up
Organizations that are using (or desire to use) cloud services are starting to 
require cloud service providers to better secure the hardware layer and provider 
greater transparency into the system activities within and below the hypervisor.[4][6] 
This means that cloud providers should be able to:

 • Give organizations greater visibility into the security states of the hardware 
platforms running the IaaS for their private clouds. 

 • Produce automated, standardized reports on the configuration of the physical 
and virtual infrastructure hosting customer virtual machines and data.

 • Provide policy-based control based on the physical location of the server 
where the virtual machines are and control the migration of these virtual 
machines onto acceptable locations based on policy specifications (such as 
some FISMA and DPA requirements dictate).

 • Provide measured evidence that their services infrastructure complies with 
security policies and with regulated data standards.

Figure 2: Summary of the top five trust issues from a cloud subscriber’s 
perspective [17]

(Source: orrin, S. Information Security and risk management Conference, 
2011 ISaCa, Session 241: Building Trust and Compliance in the Cloud)
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What is needed are a set of building blocks for the development of 
“Trustworthy Clouds.” These building blocks can be summarized as [17]:

 • Creating a chain of trust rooted in hardware that extends to include the 
hypervisor.

 • Hardening the virtualization environment using known best methods.

 • Providing visibility for compliance and audit.

 • Using trust as part of the policy management for cloud activity.

 • Leveraging infrastructure and services to address data protection 
requirements.

 • Using automation to bring it all together and achieve scale and 
management efficiency.

Cloud providers and other members of the IT community are preparing 
to address this need. A growing ecosystem of technology companies is 
collaborating to develop a new interoperable trusted computing infrastructure. 
The goal of this emerging infrastructure is to eliminate attacks such as virtual 
rootkits and to provide the foundation for a hardware root of trust, which 
establishes a bottom-up security structure based on hardware. 

The Advantages of Cloud Services on a Trusted 
Computing Chain
The advantages of building cloud services on a trusted chain of computing 
resources include[4][12][26]:

 • Improving co-residency security by ensuring the launch of only trusted 
code. Protecting against untrusted software isn’t just about malware; it 
also applies to more benign conditions, such as the improper migration or 
deployment of virtual machines. To illustrate, if load-balancing software 
or a cloud administrator attempts to move virtual machines from an 
unsecured computing platform to a secure, trusted one, the management 
software would prevent the incoming VMs, since it originated from an 
unsecured platform.

 • Preventing the unsafe transit of secure virtual machines. In the same way 
that VMs coming from an unsecured platform would not be allowed to 
move to secured platforms, VMs originating on secured platforms would 
not be allowed to move to unsecured ones. If, for instance, an administrator 
attempted to transfer a secured VM onto a new server, the virtualization 
management console would first perform a policy check on the outgoing 
VM and then measure the security configurations of the new server against 
accepted standards. If the new server couldn’t meet the secure standards 
required to host the VM, the virtualization management console or security 
policy engine would block the VM’s move and log the attempt.

 • Maximizing operational efficiency by creating trusted pools of systems. 
Once platform trustworthiness can be measured, cloud providers can put 
such measurements to use in building trusted pools of systems, all with 
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identical security profiles. Hypervisors can then make more efficient use 
of secure clouds, moving VMs with similar security profiles within zones 
of identically secured systems for load balancing and other administrative 
purposes—all while protecting data in conformance with regulated 
standards and policies.

 • Building secure clouds customized to comply with the most rigorous 
requirements. The secure cloud’s ability to map high-trust zones of systems 
will enable organizations and cloud providers to customize their clouds 
to comply specifically with PCI DSS, HIPAA, or other highly controlled 
information standards. Then, trusted pools of cloud-based resources—
all compliant with the same set of information standards—could be 
dynamically allocated to optimize workloads. Such a scenario would extend 
the cloud’s efficiency and scalability benefits to even the most strictly 
controlled business processes and heavily regulated industries. Furthermore, 
cloud services could be fine-tuned to provide different levels of data 
security. For instance, two clouds could be proven HIPAA-compliant, with 
one cloud tuned to provide lower-level security at a lower cost for data such 
as patients’ insurance information. The other HIPAA-compliant cloud, 
handling sensitive health information such as patient medical histories, 
could be tuned for maximum security. By tailoring cloud service levels, 
security and pricing to the value of information handled within each cloud, 
organizations provisioning private clouds can buy only what they need, 
making the cost benefits and business case for moving into the cloud even 
more compelling.[1]

Intel® TXT and Enabling Cloud Security: 
A Case Study
The value of Intel® Trusted Execution Technology (Intel® TXT) is in 
establishing this root of trust, providing the necessary underpinnings for 
reliable evaluation of the computing platform, and its level of protection.[6] 
This root is optimally compact, extremely difficult to defeat or subvert, and 
allows for flexibility and extensibility to measure platform components during 
boot and launch environment including BIOS, OS loader, and virtual machine 
managers (VMMs), also known as hypervisors. In today’s environment, with 
stringent security requirements, a system cannot blindly trust its execution 
environment, given the current nature of malicious threats including rootkits, 
hyper-jacking, and reset attacks.

Intel TXT reduces the overall attack surface for individual systems and 
compute pools. The principal function provided by Intel TXT is a signature, 
essentially a hash computation or checksum done in secure TXT memory in 
the processor of the launch environment, to enable a trusted software launch 
and to execute system software. The protection of the launch environment 
ensures the cloud IaaS has not been tampered with. Additionally, security 
policies based on a trusted platform or pool status can then be set to restrict 
(or allow) the deployment or redeployment of VMs and data to platforms 
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with a known security profile. Rather than relying on the detection of malware 
using “blacklisting” techniques, Intel TXT works by building trust into a 
known software environment, assuring the software being executed hasn’t 
been compromised—a whitelisting-based approach. This advances security to 
address key stealth mechanisms used to gain access to parts the data center, to 
access or compromise information. Intel TXT works with Intel® Virtualization 
Technology™ (Intel® VT) to create a trusted, isolated environment for virtual 
machines. Intel TXT also provides an attestable infrastructure that allows the 
platform to be challenged and the trust status securely disclosed.

Secure Onboarding and Trusted Pools 
Knowledge truly is power. Through the use of trust technologies, one can 
learn about the relative security of hosts in a cloud—which have had a verified 
launch and which have not. Using this knowledge, we can make better data 
management and security decisions—as the platforms can be segregated based 
on this attribute of trust, and that segregation provides opportunity. A variety 
of usage models can be instantiated above this secure platform. 

One of the leading use models is to aggregate trusted systems and segregate 
them from untrusted resources—much as many IT shops seek to separate their 
higher-value, more sensitive workloads from their commodity supplications 
and data. This is the concept of trusted pools. Such pools allow IT to gain the 
benefits of the dynamic cloud environment, while still enforcing higher levels 
of protections for their more critical workloads. In the trusted pools model, 
policies are defined such that security-sensitive virtual machines can only be 
launched on trusted platforms or migrated to other trusted platforms. This 
enables the creation and maintenance of pools of platforms with trusted 
hypervisors, and the control of virtual machine migration across resource 
pools is governed by security engines plugged into the virtualization or cloud 
management infrastructure.
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Figure 3: migration in trusted pools[9]

(Source: Intel Corporation, 2012)
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Once trust is established at the time the hypervisor is launched, appropriate 
policy and compliance activities can be applied to make migration and 
deployment decisions, and to manage the operation and migration of 
workloads within the cloud. Figure 3 depicts the notion of trusted pools and 
the migration policy enforcement. A virtualization or cloud orchestration 
framework would provide the mechanisms to define the migration policy 
and would enforce the policy over the life time of that service running in its 
infrastructure. 

Secure on boarding usage, as depicted in Figure 4, shows that as organizations 
are migrating their services to the cloud, they can request that their services are 
only onboarded onto servers that are “attested to” for a secure launch of the 
BIOS and the hypervisor environments (as indicated by the green dots). The 
cloud provider would provide a dashboard and a compliance report that shows 
that the service has always launched and run on trusted hardware.

Figure 4: Secure onboarding of virtual machines to trusted clouds[26]

(Source: yeluri.r, and moreau. d., “Building Trust and Compliance in the Cloud”, Vmworld 2011 
Technical Session.)
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Cloud onboarding and cloud bursting describe the notion of either 
dynamically or manually deploying or migrating entire application 
components or parts of application (packaged as virtual machines) that 
normally run on internal organizational compute resources to another (internal 
or external) cloud to address a spike in demand, for business continuity, 
or for capacity optimization. The general premise of cloud bursting is to 
allow the cloud to act as overflow resources in the event 1) an organization’s 
infrastructure becomes overloaded (by demand spikes), or 2) if it is cheaper 
for some of the applications to be executing on the overflow capacity, or 3) for 
disaster recovery and failure mitigation.[26]

Secure onboarding is complementary to trusted pools use models as they are 
both predicated on having visibility into the trust status of the host and making 
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data management decisions designed to match risk to workload sensitivity 
through policy enforcement and virtualization and cloud management tools.[26]

Intel® Trusted Execution Technology (Intel® TXT)
This section provides a high level architectural overview of Intel Trusted 
Execution Technology, the capabilities and principle of operation, and a 
snapshot of the TXT Solution eco-system and it’s maturity.

Intel® TXT Architectural Overview
Intel TXT is a set of enhanced hardware components designed to protect 
sensitive information from software-based attacks. Intel TXT features include 
capabilities in the microprocessor, chipset, I/O subsystems, and other platform 
components. When coupled with an enabled operating system, hypervisor, and 
enabled applications, these capabilities provide confidentiality and integrity of 
data in the face of increasingly hostile environments.

Intel TXT incorporates a number of secure processing innovations, including:

 • Trusted extensions integrated into silicon (processor and chipset). These 
instructions allow for the orderly quiescence of all activities on the platform 
such that a tamper-resistant environment is enabled for the measurement 
and verification process and allows for protection of platform secrets in the 
case of “reset” and other disruptive attacks.

 • Authenticated code modules (ACM). Platform-specific code is 
authenticated to the chipset and executed in an isolated environment 
within the processor and the trusted environment (authenticated code 
mode) enabled by AC Modules to perform secure tasks. 

 • Launch control policy (LCP) tools - LCP provides the local definition of 
the “list” of “known good” configurations and components—this provides 
the foundational definition of that the platform vendor or owner will 
consider their trusted platform.

Some of the required components for the Intel TXT secured platform are 
provided by third parties, including: 1) Trusted Platform Module (TPM) 
1.2 (third party silicon):  A hardware device defined by the Trusted Compute 
Group[13] that stores authentication credentials in platform configuration 
registers (PCRs), which are issued by Intel Trusted Execution Technology. 
2) Intel TXT-enabled BIOS, firmware, operating system, and hypervisor 
environments.

Intel® TXT Capabilities
The capabilities of Intel® TXT include:

 • Protected execution. Lets applications run in isolated environments so that 
no unauthorized software on the platform can observe or tamper with the 
operational information. Each of these isolated environments executes with 
the use of dedicated resources managed by the platform. 
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 • Sealed storage. Provides the ability to encrypt and store keys, data, 
and other sensitive information within the hardware. This can only be 
decrypted by the same environment that encrypted it. 

 • Attestation. Enables a system to provide assurance that the protected 
environment has been correctly invoked and to take a measurement of the 
software running in the protected space. The information exchanged during 
this process is known as the attestation identity key credential and is used to 
establish mutual trust between parties. 

 • Protected launch. Provides the controlled launch and registration of critical 
system software components in a protected execution environment.

 • Intel® Xeon® processor 5600 series and the more recent Xeon Processor E3, 
Xeon Processor E7 and forthcoming Xeon Processor E5 series processors 
support Intel TXT, which is designed to address such software-based 
attacks. 

Intel® TXT versus Alternatives
Historically, root of trust solutions have not been widely deployed, but interest 
is growing rapidly to deal with new threats. The solutions in the market have 
been largely limited to software-based models or static solutions rooted in a 
defendable component such as a BIOS boot block. On the plus side, some 
of these will take advantage of some hardware capabilities—particularly 
of the Trusted Platform Module. For such uses, the Trusted Computing 
Group has defined Static Root of Trust security models that set standards 
for implementing trust solutions. These provide some better protections and 
some of the same attestation and reporting capabilities that will be useful for 
providing integrity assurances that can also allow better data management 
and audit practices. The capabilities that these solutions can’t provide is the 
processor- and chipset-enforced tamper resistance of the launch environment 

FPO

Figure 5: Intel® Trusted Execution Technology components[9]

(Source: Intel Corporation, 2012)
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and the ability to execute a trusted launch dynamically with a trust event 
evoked outside of the platform reset vector. While it is good that there are 
multiple ways to implement a solution, stronger protections against the 
challenge of the sophisticated adversary is a powerful advantage.

Intel® TXT: Principle of Operation
Intel TXT works through the creation of a measured launch environment 
(MLE) that enables an accurate comparison of all the critical elements of 
the launch environment against a known good source. Intel TXT creates 
a cryptographically unique identifier for each approved launch-enabled 
component and then provides a hardware-based enforcement mechanism to 
block the launch of the code that does not match that which is authenticated 
or alternately indicate when an expected trusted launch has not happened. This 
hardware-based solution provides the foundation on which IT administrators 
can build trusted platform solutions to protect against aggressive software-
based attacks and to better control their virtualized or cloud environments.

Figure 6 illustrates two different scenarios. In the first, the measurements 
match the expected values, so the launch of the BIOS, firmware, and VMM 
are allowed. In the second, the system has been compromised by a root-kit 
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Figure 6: how Intel® Trusted execution Technology protects the launch environment[9]

(Source: Intel Corporation, 2012)



Intel® Technology Journal | Volume 16, Issue 4, 2012

Service Security and Compliance in the Cloud   |   53

hypervisor, which attempts to install itself below the hypervisor to gain access 
to the platform. In this case, the Intel TXT-enabled, MLE-calculated hash 
system measurements will differ from the expected value, due to the insertion 
of the root-kit. Therefore, the measured environment will not match the 
expected value and, based on the launch policy, Intel TXT could abort the 
launch of the hypervisor or report an untrusted launch into the virtualization 
or cloud management infrastructure for subsequent use.

Intel® TXT Solution Stack and the Ecosystem Support
As you have seen from the use models above, Intel TXT provides a powerful 
foundation that extends deep into the cloud and across businesses, with 
numerous touch points. This means that it requires a great deal of software 
and services to take the base measurements of the hardware and firmware 
components of Intel TXT and allow them to be shared across organizations, to 
be used for implementing workload placement controls and for policy audit, 
monitoring and assessments. It helps to look at the ecosystem needed for the 
Intel TXT use models in layers, in order to best visualize the components, 
their roles, and the participants that typically would provide them, as shown in 
Figure 7.

Figure 7: Intel® Trusted Execution Technology ecosystem solution stack
(Source: Intel Corporation, 2012)
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The base layer of the solution stack for Intel TXT is the enables server 
platforms. These will be provided by a broad number of system vendors with 
platforms based on Intel Xeon processor family servers. Not all server systems 
will have the capability to support Intel TXT—pending the requisite platform 
components listed in the previous sections of this article—but Intel TXT 
enabled systems have been shipping from vendors such as Dell, NEC, and 
others since mid-2010 and by mid-2012 enabled systems will be quite broadly 
available from a wide array of suppliers. The system vendors will provide 
the required hardware, but also instrument their BIOS such that it can be 
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measured and verified as part of the chain of trust. The system vendors will also 
provide the base provisioning of the Trusted Platform Module (TPM)—the 
critical hardware component that will protect the measurements of the trust 
process and the mechanism for reporting this for subsequent use at upper 
layers of our use model solutions. 

This brings us to the next critical element in the solution stack—the 
virtualization layer. Specifically, the key component here is the hypervisor. 
To play a role in our Trust use models, a hypervisor must have the capability 
to invoke the secure measurement process and to further provision the TPM 
for ownership and reporting purposes. With these functions, we gain the 
ability for the Hypervisor to allow itself to be measured; its trust ability to be 
established and the results of the trust verification process to be asserted into 
upper layers of the stack. Intel has maintained Intel TXT-enabled versions of 
open source hypervisors such as Xen* and then KVM* for a number of years, 
and the commercial ecosystem is coming along as well. Since 2011, VMware 
has been a leader in demonstrating the capabilities of a trusted hypervisor. 
Red Hat, SuSE, Canonical, and Enomaly have also released versions of their 
products that enable Intel TXT. You can expect this list to grow through 2012 
and beyond as more customers demand increased trust, visibility, and control 
in the cloud. 

With the growing interest and demand for security in virtualized and cloud 
architectures, it was natural that the management and policy tools that control 
these environments would take on the role, and these are the next layers in our 
solution stack. These tools will be the ones that:

 • Use attestation to gather the results of platform launch processes and 
identify trusted or untrusted systems for subsequent use.

 • Create policies that constrain access or workloads based on platform trust 
attributes.

As such, it is this layer that provides most of our initial visibility and control 
for our virtualized resources. It provides a first foundation for creating security-
based segregation of our otherwise undifferentiated resource pools-the basis 
for our trusted pools. Here again we have seen early leaders enabling these 
powerful aspects of the trusted pools use models, with VMware providing 
capabilities early in their vCenter* console and HyTrust* providing the first 
trust-aware policy engine for enforcing security controls into virtualized 
environments. Other vendors are working to follow in the footsteps of these 
leaders and extend new capabilities on top of those already described.

At the peak of the ecosystem lie security-specific tools, such as governance, risk, 
and compliance (GRC) and security information and event management (SIEM) 
solutions. These tools are critical to mainstreaming trust and elements of cloud 
security into overall corporate security management systems. This is a crucial 
requirement as IT managers to not want a new suite of tools for managing cloud 
security, they would very much rather see existing tools extended to include the 
new cloud and virtualized architectures as they adopt them. 
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The GRC tools will be able to set requirements for platform trust and integrity 
based on workload requirements and security standards and then query the 
environment to determine the security controls in place and dashboard the 
actual versus policy to determine compliance. SIEM tools will allow trust 
events to be captured, reported, logged and processed for correlation to 
determine responses or heuristics to see if a larger attack is underway. RSA 
was one of the first ecosystem participants to seize upon the value of platform 
trust for GRC uses, with a joint Intel-VMware-RSA demonstration at the RSA 
security show in 2010. Intel is working with a number of other providers in 
these market segments to provide customers with an ample choice of solutions 
and capabilities, with availability in 2012 and beyond.

As you have probably already determined, not all use models will require tools 
or capabilities from each layer, though all do require enabled solutions at the 
OEM and hypervisor layers.

Conclusion
The use models we’ve discussed in this article are early-stage implementations 
to address requirements that customers and industry bodies are defining now. 
However, these models do provide a foundation for enhanced security that 
can evolve with new technologies from Intel and others in the hardware and 
software ecosystem.

There are no “silver bullets” for security, where a single technology solves all 
problems—security is too multifaceted for such a simplistic approach. But 
it is very clear that a new set of security capabilities are needed, and it is best 
to start at the most foundational elements. Trusted platforms provide such a 
foundation. Such platforms provide:

 • Increased visibility into the operational state of the critical controlling 
software of the cloud environment through attestation capabilities; and

 • A new control point, capable of identifying and enforcing local “known 
good” configuration of the host operating environment and reporting the 
resultant launch trust status to cloud and security management software for 
subsequent use.

Each of these capabilities complements the other as they address the joint 
needs for visibility and control in the cloud. Of equal importance, these 
attributes can be available to both consumers of cloud services and the cloud 
service providers, thanks to common standards for key functions such as 
attestation, but also due to the work for the ecosystem to enable solutions 
are many layers. It is only through the integration of trust-based technologies 
into the virtualization and security management tools in traditional IT 
environments (tools such as security event information management (SEIM) or 
governance, risk, and compliance (GRC) console) that will deliver the required 
scale and seamless management that will help customers realize the benefits of 
cloud computing. 
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