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The distributed hierarchical cloud is an emerging cloud architecture that 
provides cloud services to users and processes client data at locations close 
to them. It allows users to achieve a better user experience, reduces network 
bandwidth, provides lower latency, and achieves a lower total cost of 
ownership.

The edge server proposed in this article is a critical component of the 
distributed cloud. Deployed at the “edge”—the network location closest to the 
client—the edge server becomes “glue” between the distributed cloud and the 
organization deploying a cloud-based application. The edge server, often in an 
appliance form factor, integrates cache, security, storage, and the capability to 
host local applications to deliver cloud applications seamlessly, effectively, and 
with high performance and low latency. 

The usage models of the edge server pose unique challenges to both edge server 
hardware and software infrastructure. From the hardware perspective, it calls 
for an appliance-like form factor and user experience design while still retaining 
scalable compute and storage capabilities. From the software perspective, it 
induces using provisioning and service infrastructure to deploy edge service and 
using virtualization technology to provide a separated and secure environment 
for different edge services. Integrated hardware/software co-design ensures 
the edge server can meet the requirements from different market segments 
ranging from SMB (small to medium business), education, and community, by 
employing consistent software and hardware infrastructure. 

Finally, a case study of deploying edge server in an education cloud for 
Hongkou MOE, Shanghai PRC, is presented. 

Introduction
Enterprise, government, and education institutions increasingly deploy cloud 
computing for their mission-critical applications in an effort to lower TCO and 
improve the computing efficiency. 

Cloud computing refers to applications and services that run on a distributed 
network using virtualized resources and accessed by common Internet 
protocols and networking standards. It is distinguished by the notion that 
resources are virtual and limitless and that details of the physical systems on 
which software runs are abstracted from the user. 

The NIST (The US National Institute of Standards and Technology) definition 
for the four deployment models for cloud computing is as follows:[1]
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 • Public cloud. The public cloud infrastructure is available for public use 
alternatively for a large industry group and is owned by an organization 
selling cloud services.

 • Private cloud. The private cloud infrastructure is operated for the exclusive 
use of an organization. The cloud may be managed by that organization or 
a third party. Private clouds may be either on- or off-premises.

 • Hybrid cloud. A hybrid cloud combines multiple clouds (private, 
community of public) where those clouds retain their unique identities, 
but are bound together as a unit. A hybrid cloud may offer standardized 
or proprietary access to data and applications, as well as application 
portability.

 • Community cloud. A community cloud is one where the cloud has been 
organized to serve a common function or purpose.

Three service types have been universally accepted:

 • Infrastructure as a Service: IaaS provides virtual machines, virtual storage, 
virtual infrastructure and other hardware assets as resources that clients can 
provision. The IaaS service provider manages the entire infrastructure, while 
the client is responsible for all other aspects of the deployment. This can 
include the operating system, applications, and user interactions with the 
system.

 • Platform as a Service: PaaS provides virtual machines, operating systems, 
applications, services development frameworks, transactions, and control 
structures. The client can deploy its applications on the cloud infrastructure 
or use applications that were programmed using languages and tools that 
are supported by the PaaS service provider. The service provider manages 
the cloud infrastructure, the operating systems, and the enabling software. 
The client is responsible for installing and managing the application that it 
is deploying.

 • Software as a Service: SaaS is a complete operating environment with 
applications, management, and the user interface.

In this transformation to cloud computing, no matter which deployment 
model and service type the organization chooses, they face a set of challenges 
that must be overcome.

 • Content delivery. With increased use of computing equipment ranging 
from PCs to tablets and exponential growth of cloud applications, 
latency and bandwidth are becoming the two biggest challenges to the 
organization, where people need to access cloud-based services and 
applications on a regular basis. A traditional content delivery network 
(CDN) solves latency and bandwidth issue by deploying caches closest to 
the place where the request initiates. In most of cases, a CDN grid sits in an 
ISP’s data center. However, for organizations to deploy cloud services, the 
cache needs to be deployed within the organization.

 • Local application hosting. Even though the organization plans to deploy a 
cloud-based application, there are still some services that it prefers to host 
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locally or from within the organization. There are two reasons for this: 
first, some applications are more suitable to be deployed from within an 
organization rather than from a cloud. Those applications typically involve 
large and frequent data storage and transfer. For example, large data sharing 
and collaboration might be better deployed within an organization to take 
advantage of a faster local area network while avoid burdening limited 
broadband bandwidth. Second, some data generated by the organization is 
regarded as sensitive and mission critical and it is therefore preferable not 
to store this data outside the organization. This concern about data security 
is very common in the small and medium business in emerging economies, 
where trusted brands of cloud hosting services are not yet established.

 • TCO. For an organization to address these challenges, several additional 
services need to be deployed on the edge. Those edge services typically 
include cache, security, and the capability for data storage and local service. 
This actually counteracts the effort of moving all services to cloud to make 
the organization server-less, more efficient, and cost effective. 

Those challenges lead to the deployment of distributed cloud and edge server in 
favor of traditional centralized data center model.

Distributed Cloud
In traditional cloud architecture, the cloud services are provided by the servers 
centrally deployed in the data centers, and the users obtain these services 
through an Internet connection. There are latency and reliability challenges 
associated with this architecture because of the limited network bandwidth. 
And there are also scalability challenges because of the inflexibility of cloud 
infrastructure upgrades. The distributed hierarchical cloud is an approach to 
address these challenges.

The concept of the distributed hierarchical cloud is illustrated in Figure 1. The 
clients that are physically distributed in different locations obtain the cloud services 
through the edge servers closest to them, and the clients’ data is processed by the 
edge servers closest to them too. The edge servers that are physically distributed 
in the various edge locations and the servers deployed in the data centers are all 
centrally managed and are logically one coherent cloud infrastructure.

The distributed hierarchical cloud architecture can be applied to many usage 
models. For example:

 • Business: in companies with remote offices or stores, edge servers are 
deployed in the distributed locations and are networked to the central data 
center. The distributed hierarchical architecture ensures the client/terminal 
devices (personal computers, POS machines, video surveillance, and so 
on) are securely connected and managed. The data is safely and efficiently 
transferred and stored across the sites.

 • Education: in K12 schools, students and teachers use the services and 
contents from the cloud for the classroom interactions, homework, 
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examinations, and so on. The edge servers deployed in each school can 
cache the data and applications from the cloud and thus reduce the network 
traffic and improve the latency. The edge server can also host the other edge 
services like network security and school office automation system.

 • Community: the edge server can be strategically deployed in the dense 
population areas or remote rural areas. The edge servers can offload the 
burden of data center and Internet infrastructure by doing caching and pre-
fetching; they can even further improve the network efficiency and improve 
the user experience by providing the services like client awareness trans-
coding and client data analysis.

Edge Server in the Distributed Cloud 
To support the various types of applications and different scale of users and 
workloads, the edge server should easily scale out in terms of processors, 
memory, storage and network.  

Most importantly, because of the nature of the edge server deployment 
locations (resident communities, rural villages, schools, hospitals, and remote 
offices), which are not located in data centers, it is desirable that the edge server 
can provide an appliance-like user experience. In other words, it should be able 

Typical Edge Server Services:
- Caching/Prefetching and Sync (data,

application, ...)
- Client awareness content trans-coding
- Client generated data processing
- Network security
- Site IT infrastructure management
- Client devices management
- ...
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Edge Server
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Figure 1: Distributed hierarchical cloud architecture
(Source: Intel Corporation, 2012)
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to work over a wide range of environmental conditions (power, temperature, 
and air quality), be remotely managed without requiring on-site support, and 
provide the feature set that is sensitive to both capital and operational expenses.

Normal server products or even special-purpose server products may be used 
as edge servers. However, many of them are not optimized and may even have 
inherent limitations for the edge usage. For example, the traditional pedestal server 
products and rack-mount or blades are normally designed for the data center 
environment. Their architecture and feature sets are not targeting the usage model 
of a distributed hierarchical cloud. Some special-purpose devices such as network 
firewall appliances can also provide some compute and storage capabilities for the 
edge applications. But the performance, flexibility, compatibility, and scalability 
are all constrained by the nature of those special-purpose devices.

In order to meet the distributed cloud requirements and overcome the 
limitations of the traditional server products, a scalable appliance-like edge 
server is needed.

Edge Server System Design
The basic idea of the scalable appliance-like edge server system is a modular 
all-in-one system with optimizations for scalability, environmental flexibility, 
system manageability, and lower total cost of ownership.[3]

Figure 2 illustrates the main building blocks of the scalable appliance-like edge 
server system. Figure 3 illustrates a concept system.

Figure 2: Scalable appliance-like edge server system
(Source: Intel Corporation, 2012)
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The innovative design features include:  

 • Modular system with access to the server modules and the I/O ports from 
the front side. In contrast to the traditional servers, which have a control 
panel at the front side and the I/O ports at the rear side, the all-front-access 
allows this edge server to be installed in a constrained space.

 • The structure, dimensions, and layout of the server modules as well as the 
system components are optimized for cooling efficiency. Keeping good air 
flow is one of the priorities of this edge server system design.

 • The server modules have the flexibility to accommodate different 
motherboards with different types and numbers of processors and 
memory.

 • The compute type server modules are designed with no local hard drive and 
are “state-less,” they use the SAN or iSCSI storage provided by the storage 
type server modules. This ensures good serviceability of the edge server 
system.

 • All server modules are interconnected with network cables/fibers through 
the I/O ports on the front side to the network switches. The network 

Figure 3: Edge server system concept
(Source: Intel Corporation, 2012)



Intel® Technology Journal | Volume 16, Issue 4, 2012

146   |   Distributed Cloud with Edge Server

switches are the standard off-the-shelf products; the users have the 
flexibility for cost savings.

 • The power supply and the fans are separate from the server modules. 
All server modules use a shared system power and cooling solution. The 
shared power and fans save the BOM cost of the server system without 
compromising the redundancy. Besides, the shared fans also improve system 
power efficiency because the larger size fans are more efficient than the 
smaller ones in normal server products.

 • The system has the flexibility to use a variety of power supplies with 
different input voltages and overall capacity. The system also has the option 
to use the power supplies with a backup battery input.

 • A management module monitors and manages all components and 
resources in the system, which provides the interfaces for remote 
management.

 • With a compact form factor, the system can be installed in the standard 
EIA-310 19-inch (482.6mm) rack, or just placed on the desk or ground. 
The footprint of the concept system in Figure 3 is 17 inches (W) x 15 
inches (D). It is about half the size of normal server products (typically 
17 inches x 28 inches).

 • The system configuration can start from one server module and easily scale 
out to many compute type and storage type server modules. One system 
chassis in Figure 3 can be configured with a maximum of four full-width 
or eight half-width server modules, and the system can further scale out 
to multiple system chassis (up to six if installed in a standard 42U rack). 
All server modules can be remotely managed through the management 
module.

Edge Server Software Infrastructure
The design of software infrastructure for the edge server takes into account the 
following considerations:

 • Reliability and robustness. The edge server is a converged appliance. It hosts 
multiple services ranging from cache to collaboration tools. Meanwhile, 
the appliance form factor leads to the expectation of low maintenance 
needs even after stretched service time. As a result, the edge server software 
infrastructure needs to be reliable and robust, capable of hosting edge 
services in a highly secure, recoverable, and segregated environment.

 • Scalability and extensibility. The edge server, though in a form of a closed 
appliance, needs to be customized and extended to meet various needs. For 
example, the administrator of an organization needs to install new local 
services to meet evolving organization needs. Sometimes, the edge server 
even needs to be repurposed for a different use case. As such, a provisioning 
infrastructure needs to be in place to support customization and extension 
of the edge server.
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 • Easy to maintain and manage. The edge sever typically is deployed outside 
of the data center and within the organization that lacks sufficient IT skill 
and infrastructure. The software infrastructure of the edge server must 
enable the edge server to be managed and serviced remotely and in an 
automated fashion. 

 • Easy for third party development. The edge server is deployed for 
different usage cases and needs to host various services based on different 
requirements. It is critical for the edge server to abstract its core capability 
to the services and applications so that those services and applications can 
take advantage of them seamlessly. Also, as a critical requirement to scale 
the ecosystem, a software development kit (SDK) must be provided to 
enable the developer to quickly develop and integrate their services with the 
edge server.

As a result, the edge server software infrastructure includes the following 
components, as illustrated in Figure 4.[6]

 • Edge service as a VM (virtual machine) appliance. Edge service can be 
packaged in the form of a VM appliance. There are two categories of edge 
services hosted in the edge server: generic services and domain-specific 
services. The generic services such as caching/pre-fetching, network security, 
and management console are common for any usages. The domain-specific 
services are the ones specifically for certain usages such as classroom 
applications for an education cloud or hospital applications for a health 
cloud. In the form of a VM appliance, an edge service retains the maximum 
degree of security and manageability and is easier to deploy.

 • Edge service infrastructure. It is hosted in a remote data center by service 
providers or an OEM. It works with an agent residing on the edge server 
to: a) deploy additional edge services purchased by end users, b) upgrade 
existing pre-built edge services and to recover damaged ones, c) manage 
overall security of the edge server including authorization, authentication, 
and encryption, d) keep in track of a profile of the edge server, e) perform 
critical manageability tasks including backup on regular basis, f ) provide an 
edge service store. It is hosted in a remote data center by service providers 
or OEM. This service store hosts a range of edge services that can be 
provisioned from cloud to edge server sitting near the organization. An 
edge service store is implemented as web service and could be part of a 
more general application store like Intel’s AppUp™.

 • Intel Edge Server API. Intel Edge Server API abstracts the core capability 
of the Intel edge server including manageability, storage, virtualization, and 
an application/service framework. It enables quick, consistent, and robust 
service development and deployment.

 • Intel Edge Server SDK. Built on top of Intel Edge Server API, Intel Edge 
Server SDK is a development tool for any developers who want to develop 
and deploy both generic edge services and domain-specific edge services for 
Intel edge server.
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A Case Study: The Edge Server in an  
Education Cloud
The following case study describes a case study of an edge server deployment 
for an education cloud.[4]

Background
The government of Hongkou district, one of 15 districts of Shanghai, China, 
plans to roll out education cloud for all its public K12 schools. Intel, as one 
of its strategic industry partners, is responsible for delivering an architecture 
blueprint for Hongkou Ministry of Education, who is in charge of the entire 
education cloud project. The goal of Intel as its trusted advisor is to ensure 
that the education cloud is deployed smoothly with the right technology and 
product from Intel and the industry. 

Following is a list of facts about the education cloud to be deployed by the 
government of Hongkou district.

 • Hongkou district comprises about 100 K12 schools, each, on average, 
having around 1000 students and teachers. Current broadband connection 
for each school is 10 Mb. 

Figure 4: Edge server software infrastructure
(Source: Intel Corporation, 2012)
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 • Hongkou district plans to deploy one education-purpose-built computing 
client for each student and teacher. Those education-purpose-built clients, 
dubbed e-schoolbag, integrate various applications and services and serve as 
a portal for students and teachers to access education content. E-schoolbag 
is preferred in the form of a laptop and tablet. 

 • All e-schoolbags are connected via Wi-Fi* within the school.

An education application is hosted in the cloud. The application initially 
includes e-textbook and education resource sharing and will extend to 
education community, education office online, and education data analytics in 
the future.

The Challenge
The challenges of architecting an education cloud for the Hongkou district are 
fourfold:

 • Bandwidth. According to usage model within the K12 schools, each 
student is required to download about 50 MB of educational resources 
within five minutes between classes. Given the fact that there are around 
1000 students in school and each download consumes 0.5 Mbps 
bandwidth, assuming 10 percent concurrence (which is fairly conservative 
as each break between classes is almost on the same time), bandwidth 
required for school is (1000  10 percent  0.5 Mbps)  50 Mbps. 
Correspondingly, the data center’s bandwidth required is (100(total 
number of schools)  1000  10 percent  0.5Mbps)  5 Gbps. This 
bandwidth requirement is unacceptable.

 • Concurrency. Even though 10 percent concurrency assumed and 
bandwidth is not the problem, given each web server is expected to handle 
200 http requests at the same time, the number of web servers alone in 
the data center is ((10,000  10 percent)/200)  50. Again, this is too 
expensive and inefficient to deploy.

 • Security. Because most of customers for this education cloud are students, 
both parents and administration of schools are concerned with the 
possibility of students accessing inappropriate information when surfing the 
Internet with e-schoolbag within the school. 

 • Local application hosting. Even though the education cloud brings down 
operation cost and improves overall application delivery efficiency, there 
are some education applications better deployed locally rather than 
from the cloud. In case of Hongkou, a suite of teacher collaboration 
tools needs to be deployed to facilitate teacher’s context switch between 
classes. This involves frequent large data storage and transfer and is 
therefore not suitable to be deployed from the cloud for performance 
considerations.

Solution
To address these challenges, the blueprint of the Hongkou Education cloud 
proposed by Intel calls for the deployment of the edge server as illustrated in 
Figure 5. 
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This edge server employs the following components:

 • Cache. The edge server employs an intelligent cache to cache the frequently 
accessed content. The education content requested by students tends to be 
the same. In the case of Hongkou, students in the same class actually request 
the same content with the size of about 50 MB. As a result, the cache hit 
rate is very high and predictable. Cache deployment in this case is very 
effective. Furthermore, there are some cache policies that can be deployed 
to optimize the cache usage. For example, because all education contents are 
generated by the teacher one day before, a simple policy can be written for 
the cache to pre-fetch all education contents in a certain timeframe like early 
morning, avoiding network rush hour in the day. Overall, deployment of the 
cache greatly mitigates both the bandwidth and concurrency issues. 

 • Web gateway. Because the edge server is forwarded all web traffic from 
the school, it is a great opportunity to deploy a web gateway to secure all 
Internet access from the students. The Web gateway integrates various 
security technology like anti-malware, anti-virus, and SSL scanning, 
scanning all Internet content and protocols including web content, 
streaming media, and user-generated content to detect potential threats 
based on prior knowledge. In the case of Hongkou, McAfee’s Web Gateway 
is proposed along with the edge server.  

Figure 5: Edge server in hongkou education cloud
(Source: Intel Corporation, 2012)
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 • Local application hosting. The edge server in the case of Hongkou is also 
proposed to host local applications including classroom collaboration tools. 
The primary function of the edge server is the cache, which is I/O bound, 
not CPU bound. As such, spare CPU bandwidth in a server, typically an 
Intel® Xeon®-based platform, can be used to host local applications. Co-
location of local applications reduces the server footprint and greatly lowers 
the manageability overhead for the school, which lacks relevant IT skill and 
infrastructure. 

All those functions are consolidated into one edge server instance with each in 
a separated virtual machine environment to ensure the security and reliability, 
as illustrated in Figure 6.
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Figure 6: Edge server function consolidation
(Source: Intel Corporation, 2012)
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